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This article outlines the praduction function approach to the estimation of the
returns to R&D and then proceeds to discuss in turn two very difficult problems:
the measurement of output in R&D intensive industries and the definition and
measurement of the stock of R&D “‘capital.’’ The latter concept leads to a
discussion of modeling of the spillover effects of R&D and to suggestions for
possible measurement of such effects via the concept of technalogical distance
between firms and industries. Somewhat more familiar econometric problems
(multicollinearity and simultaneity) are taker up in the next section and another
section is devoted to estimation and inference problems arising more specifically
inthe R&D context. Several recent studies of returns to R&D are then surveyed,
and the paper concludes with a plea for a lowering of expectations as to what
the available data can tell us and with suggestions for ways of expanding the
current data base in this field.

1. Introduction

B Economists have used two rather different styles of research in their
attempts to assess the contribution of research and development (R&D) ex-
penditures to economic growth: historical case studies and econometric
estimates of production functions containing an R&D variable. There have been
a number of detailed case studies of particular innovations tracing out their
subsequent consequences (see Griliches (1958) and Mansfield er al. (1977) for
examples and Griliches (1973) for a survey). Much can be and has been learned
through such studies. They are, however, very data- and time-expensive and are
always subject to attack as not being representative, since they tend to
concentrate on prominent and successful innovations and fields. Thus, it is never
quite clear what general conclusions one can draw on the basis of such studies.
The econometric production function approach tries to meet these objec-
tions by abandoning the interesting detail of specific events and concentrating
instead on total output or total factor productivity as a function of past R&D
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investments (and other variables). Here afl productivity growth (to the extent
that it is measured correctly) is related to all expenditures on R&D and an
attempt is made to estimate statistically the part of productivity growth that can
be attributed to R&D (and sometimes, also, to its components). While the
production function approach is more general than the case study approach,
it is also coarser and suffers from all the problems that beset attempts to
infer causality from behavioral data on the basis of correlational techniques.
Nevertheless, currently it is the only available general way of trying to answer
questions about the contribution of R&D to growth. It is the purpose of this
paper then to explore both the promise and the problems raised by this
approach. Some of these problems are conceptual and semantic: What do we
want to measure? Others are substantive: What do we measure? And others
are statistical-methodological: How can we tell from the data what happened?

Productivity and its growth are best discussed in the context of a *‘produc-
tion function,” ¥ = F(X,...), which describes the relationship between
various inputs X and final output ¥. Productivity (A = ¥/X) is then defined
as the ratio of output (¥) to some index of the total input X and its determinants
are then discussable in terms of the list of variables included in X, the mathe-
matical form assumed for the production function F( ), the particular empirical
observations chosen to represent ¥ and X and the statistical methods used to
infer the properties of F( ) from the data.

A major conceptual issue in any such study is the definition and scope
of Y. Are we talking about GNP, the change in some measure of national
wealth, or an even broader concept of economic welfare? In the health sector,
for example, a major product of research and development is the reduced
morbidity of the papulation. To the extent that R&D affects the workforce and
increases hours of work, it will affect X and ¥ in a parallel fashion and have no
effect on A as it is conventionally measured. Moreover, to the extent that it
affects the morbidity of children and nonworking wives, it may not show up in
our measures at all or show up perversely (e.g., an improvement in the health
of children would be associated with less hospitalization, a smaller demand for
drugs, and a resultant decline in GNP as it is conventionally measured).?

A semantic issue is what do we mean by the ‘‘contribution of research
and development to growth™? Is it the partial derivative of ¥ with respect to
some measure of research and development flow (R) or stock (K) or is it the
tatal derivative, including the indirect effects of a change in research and
development on ¥ through the induced changes in X? That is, are we asking
about the marginal effect of an additional dollar spent on R&D holding all
other investments constant, or are we asking for the total effect of a particular
R&D investment, including the contribution of all the other investments (in
equipment and training) induced by it. To some extent this is a distinction
between economic-accounting approaches and causal-historical ones. Most of
the economic literature has interpreted the question in the first, partial
sense, though occasionally one can find some dissenting voices (Gordon,
1968 and Rymes, 1971). It is a semantic issue, since a complete model of this
process can answer both questions and derive the answer to one of them from
the other. But it does reflect differences in emphasis and should be kept in

L Of course, same of the freed resources will be spent on something else. The paint of the
illustration is, however, the fact that the *'productivity’ i the health sector as conventionally
measured may in fact decline as the result of R&D.
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mind in interpreting and framing statements intended to affect research and
development policy.

Measurement issues arise both in the case of cutput and in the case of
inputs. Difficult problems exist in the measurement of output in the government
and service sectors. Problems arise also in the measurement of output in the
private goods sector for complex and changing goods. They are essentially the
dual of the familiar ‘‘quality change’ problem in the construction of price
indices. Unfortunately, the more research and development intensive is an
industry, the more likely is its output to be subject to such measurement
problems. Problems arise also in defining the **stock™ of research and develop-
ment and in developing appropriate deftators for it.

Serious difficulties in econometric inference result from the fact that most
of the variables of interest tend to move together over time and space, making
it hard to untangle their separate effects. Moreover, it is not easy to establish
causality. Research and development investments are themselves affected by
the level of output and by past profits and productivity, forcing one to
formulate simultaneous equations models and to turn towards much more
complex estimation techniques.

Clearly the issues alluded to above exceed by far the scope of one modest
survey paper. In what follows I shall, by and large, accept the existing national
income accounting framework and interpret the question of the contribution
of research and development to productivity as referring to aggregate or
industrial productivity measures as they emerge from these accounts.? Also,
I shall join the majority of the writers on this subject by trying to estimate the
partial contribution of R&D to growth, holding the contribution of other inputs
(labor and capital) constant. Since I have discussed the conceptual and
measurement issues at some lengths earlier (Griliches, 1973, 1977), here I shall
only briefly recapitulate some of the major points.

The paper proper starts with a brief outline of the production function
model used in analyzing returns to R&D and then proceeds to discuss in turn
two very difficult problems: the measurement of output in R&D intensive
industries and the definition and measurement of the stock of R&D “*capital.”
The latter concept leads us to a discussion and maodeling of the spillover effects
of R&D (Section 2) and to suggestions for possible measurement of such effects
via the concept of technological distance between firms and industries (Sections
3 and 4). Somewhat more familiar econometric problems (multicollinearity
and simultaneity) are taken up in Section 3, and Section 6 is devoted to problems
arising more specifically in the R&D context. Conclusions and recommenda-
tions for additional data collection and new research are to be found in the
last section of the paper.

2. A moadel

M LetY = F(X,K,u) be the “‘production’ function connecting some measure
of autput, ¥, at the micro or macro level, to the “inputs™ X, K, and #, where
X stands for an index of conventional inputs such as labor and capital, X is

? There is a whole literature criticizing the aggregate production function appraach. Within
its own frame of reference there are serious prablems of aggregation (Fisher, 1969) and one can also
raise questions about the profit maximizing or cost minimizing framework that underlies much of this
work {Nelson and Winter, 1974 and elsewhere).



GRILICHES / 95

a measure of the current state of technical knowledge, determined in part by
current and past research and development expenditures, and « stands for all
other unmeasured determinants of output and productivity. Define also
A = Y/X as the level of (total factor) productivity, and 7 =y — x = (d¥/dt)/¥ — (dX/
de)/X as its rate of growth. Let us also assume that there exists a relationship
between K, the current level of technological knowledge, and W(B)R, an index
of current and past levels of research and development expenditures, where
W(R) is a lag polynomial, describing the relative contribution of past and current
research and development levels to X, and B is the lag (backward shift)
operator. Thus,
K = G[W(B)R,uv],

where v is another set of unmeasured influences on the accumulated level of
knowledge and

W(B)Rt = (Wo + WIB + WzBZ + .. ')R! = WQRt + wlR!—l + w;R,_Q + ...

Now the various issues mentioned above can be restated in terms of what
we would like conceptually ¥, X, K, and R to measure, what the problems with
actual measures available to us are, what we need to assume about the waorld
for the relationships F{ ), G( ), and W(B) to exist and be of interest to us,
what we want to know about them, and how we are going to find it out in the
face of imperfect data and with the presence of unmeasured forces « and v.

For example, just to write the function F(X,K,u«) implies the assumption
of separability of the conventional inputs X (labor and capital) from the series
of past and current research and development investments R. Similarly,
writing W(B)R, as a linear function of all past R&D investments implies that
there are. no diminishing returns or rising costs at the annual R&D level.? One
can look at such assumptions either as a statement about the properties of the
real world or as a statement about the conditions for the approximations implied
in the construction of aggregate indices of total input (X) or the stock of
knowledge capital (K}, not to mislead us too much. Given the limited quantity
and quality of the data available to us, such assumptions are not really testable
(for attempts at such tests ¢f. Berndt and Christenson (1973)). In what follows
I shall ignore these “‘garden variety” index number problems and concentrate
instead on the problems peculiar to research and development.*

Nor will I worry much here about the functionatl form of F( ). For exposi-
tional simplicity I shall assume it to be Cobb-Douglas and assume that the
unmeasured factors u can be considered as random after the introduction of a
time trend into the equation to represent the systematic component of the
unmeasured factors. Then we can rewrite F as:

Y = DCeLAR Yohtri,

where D is a constant, ¢ is a time index, ¢ is the base of natural logarithms,
and &, A, ¥, and A are some of the parameters we are interested in estimating. If
we had more and better data, we could try for a more complex description of
the praduction process, using more general functional forms such as the CES

? Analternative approach would complicate this model further by adding an annual knowledge
praduction function of the form K = H(R,K) and defining & accordingly.

4 See Diewert (1977) far a recent discussion of the necessary assumptions for the existence
of such composite commaodities as **labor,”’ “capital,”” and *"research capital.™
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or the translog, and introducing more parameters to be estimated.’ But for the
purposes of this paper, this simple characterization will suffice.
Let us define a conventional total input index X as:

X =L,

where s is the observed factor share of physical capital. Let us assume, for a
while, that s is observed correctly and that it is proportional to the true
coefficient of capital, i.e., s = af{a + B), and there is no error in computing the
true relative shares of labor and capital. Then measured total factor productivity,

A = VIX = DXYotB-1gYphttu

depends not only on the contribution of research capital X, the contribution
of the trend ¢ in the other unmeasured factors, and the random factor u, but
also on the level of ather inputs X, as long as there are nonconstant returns to
scale (a + B # 1). Moreover, any error of measurement in one of the inputs
will transmit itself directly to the productivity measure. For example, let the
“‘true’’ relevant measure of L be given by L = Q,N, where @, is the average
“‘quality’’ per worker and N is the total number of workers. Now if N rather
than L is used in the construction of X, then measured productivity will
be given by:
A =VX = D.X’_’“Jrﬂ’lQEKYE“*'“,

where ¥ = C*N'~%, and similarly for errors in the measurement of C. Since the
issue of errors of measurement in C and L has been discussed at length elsewhere
(Griliches, 1963; Jorgenson and Griliches, 1965), T only want to remind the
reader about their potential importance in any practical context.

The issues we want to concentrate on here are the definition of ¥, the
measurement of X, and the estimation of +.

3. The measurement of output in research and development
intensive industries

B One of the major difficulties in measuring the contribution of research and
development to economic growth is the fact that much of it is performed in in-
dustries whose product is itself badly measured. In three major areas of public
research and development investments, defense, space, and health, the output
measures are based on inputs and hence cannot and do not reflect the improve-
ments in productivity which have been achieved with the help of research
and development investments. In space exploration ocutput is measured by man-
days and expenditures on equipment and does not rise or fall with the success
of the venture. In defense, companies sell equipment to and build battleships for
the government. Again, there are no price indices of military aircraft that take
into account their improved performance in terms of speed or maneuverability
nor are there price indices that reflect the improved resolution and range of

3 Ta estimate a2 more general functional form we would need to observe firms uviilizing very
different combinations of factors of production. But since mast firms face rather similar factar prices,
why should they have very dissimilar factor ratios? In our context, the issue of the functional form
F{ )is not very interesting or crucial unless we are interested in the specific interaction of K with a
particular input {(e.g., if we suspect a particular complementarity bhetween physical and research
capital). As far as the role of K itself is concerned, the functional form issue can be investigated
by adding the square or other nonlinear functions of K to the equation.
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radar equipment. Defense purchases are almost always deflated by cost indices
and, except for the fact that such indices are often not exactly consistent
with the industry data, the resulting productivity measures should show no
growth, even though large research and development expenditures have been
made successfully to improve the performance of such items.

A similar problem arises in the measurement of output in the service
sector, especially in health. The output of physicians is measured basically
by the number of patient visits and the output of hospitals is measured by
patient days. Any improvement in the performance of these activities in the
sense of a higher frequency of cure of specific ailments not only will not
show up as an increase in the product of this sector, but might actually lead
it to register a decline.

The problem is more complex with new or improved products which are
sold directly to consumers, such as pocket calculators or drugs. Here the
measurement of output will depend on the market structure of the industry
and the procedures used by the statistical agencies {e.g., the Bureau of Labor
Statistics in the United States) in constructing the relevant price indices. If
the producer of the new item were a perfectly discriminating monopolist, he
would capture all the social returns to the innovation. Since most monopolists
cannot discriminate perfectly and since their market position is far from secure,
the actual revenue received by them will fall short of what could have been
realized by a discriminating and secure monopolist. What happens to price
indices will depend on whether they allow for the ‘*quality’’ improvements
embedded in the new item or not. By and large they do not make such quality
adjustments.® Instead, the new product is “‘linked in’" at its introductory
{or subsequent) price with the price indices left unchanged. Hence measured
output goes up by the revenue received, costs go up by the increased utilization
of inputs in production, and productivity goes up by the amount of the total
return to the innovation that the innovator succeeds in appropriating for
himself. Subsequently, the entry of other competitors with similar products
may force him to lower the price, but that will not increase measured output,
since his revenues will decrease proportionately except as the reduction in
price results in growth of the overall market for this product. The social return
from this erosion of the original innovator's monopoly position will be recorded
in the conventional measures. More generally, the amount of social returns
reflected in the productivity measures will depend, in part, on how early the
price of a new item is included in the official price index. The tendency of
statistical agencies is to include it rather late, after the new product has
“matured'’ a bit, and after its price has declined to “‘normal’’ levels, thereby
missing much of the social contribution of such an invention. Actual scenarios
are, of course, even more complicated than outlined above, but the long and
the short of it is that official productivity measures in consumer goods industries
such as drugs, where no ‘‘quality’’ adjustments are made, reflect only the
original private returns appropriated by the inventors and the consumer
surplus arising from the subsequent research of competitors which erodes
their original market positions.

* Methods for incorporating more extensive “"quality"' adjustments into the official indices
are available but require a much more detailed data base. See Griliches (1971) for a review of the
“‘hedanic™ indices literature.
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A simplified example may be of some help here. Imagine an invention
of a more sensitive (faster) photographic color film. Let the demand curve
for this film be as follows: at $100 per roll only 100 rolls would be sold, at $1 per
roll 10,000 rolls will be sold, with all other prices and quantities given by the
straight line passing through these points (g = 10,100 — 100p). Let the average
and marginal cost of producing a roll of this film (after the invention) equal
$1, including normal markup for averhead. This is also the price of the old film on
the market of which 8,000 units were being sold originally. We are assuming
then that the new film substitutes for the old film, that at $2 everyone will
switch over to the new film, and that at the $1 price the market will expand by an
additional 2,000 units.

Now there are several possibilities:

(1) Imagine that this new film was developed by NASA and is licensed freely to
everybody. Then the price will be $1, and 10,000 units of the new film (and
none of the old) will be sold. Total cost in the film industry will go up from
8,000 to 10,000, as will total revenue. If, as is likely, the statistical agencies
do not interpret this as a fall in the real price of color film, both input and
otutput will have been measured as having increased proportionately and
no increase in praductivity will be recorded.

(2) If this film instead has been produced by a private inventor with a fool-proof
patent on it, then it would pay him as a monopolist to produce 5,000 units
at a price of $5.01 per unit and leave 3,000 units of the old film to be praduced
at $t per unit. Now industry revenue will increase to 25,050 + 3,000
= 28,050, while the total cost remains at 8,000, implving an increase in
measured productivity of 250 percent {as against zero in the previous com-
petitive, freely licensed case).

{3) Now imagine the possibility that this monopolist could discriminate in the
sales of this film individually and get each individual to pay him the maximum
price he would be willing to pay for the privilege of using this film. Such a
monaopolist could collect $510,000 from his sales of 10,000 units at an average
price of $31 per unit. In this case revenue will have increased by 511/8 = 64-fold,
while costs will have gone up by only 25 percent, which implies a 52-fold
increase in productivity. This is exactly the *‘true’’ increase in productivity
which occurred in case 1 but could not be measured there, since the whole
benefit was passed on to the consumer without its being measured anywhere.

(4) It is possible that in situation 1 or 3 the statistical agency notices that all of
the previous users of the old film (at the $1 price) are willing to pay at least
$2 per roll for the new film and declares that the “*quality’” of the new film
is at least double that of the old one or, in other words, that the real price
of film has declined by 50 percent. Then real output will have been measured
to increase from 8,000 to 20,000 (in old film units) or by 150 percent while
costs (inputs) will have gone up only by 25 percent, which implies a
(approximately) 100 percent growth in measured productivity. This is clearly
not the right number (case 3 has the correct computation), but it is better
than nothing. Unfortunately, such computations are made only in a few
industries. Among the major CPI components only automobiles and, re-
cently, housing prices are subject to quality adjustments. Lack of such
adjustments can lead to very serious biases in some industries. In com-
puters, for example, the national income accounting convention has been
to show no price change whatsoever. There is independent evidence,
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however, that the “‘real” price of computers has been falling by about 20
to 30 percent per year in the last decade, leading to a very serious downward
bias in the estimate of output and productivity growth in this industry.
(See Chow (1967) and Sharpe (1967), among others.)

(5) If the innovation is not a consumer product but is used instead as an input
in another industry, then the missing productivity is only misplaced
(provided the output of the using indusiry is correctly measured). If the
film discussed above is used only commercially to replace elaborate lighting
arrangements, then its contribution would show up in an increase in the
productivity of the photographic services industry (rather than the film
industry). Similarly, computer-using industries have really bought more
input than has been measured and will therefore show a rise in their
productivity, even though the true productivity increase occurred in the
computer-producing industry. Thus, to the extent that the output of the
invention-using industries is well measured, the returns to such research and
development can be found in the aggregate data (though not correctly
attributed). But as we have already noted, in many important invention-
using sectors such as government, health, and education, output is not well
measured, and hence the productivity of the purchased and mismeasured
inputs will also not be reflected there.

Up ta this point we have been discussing primarily product innovations.
Cost reducing innovations will, of course, be reflected in the productivity
measures as long as they occur in industries where output is measured in-
dependently of input. Conventional productivity measures reflect, therefore,
the cost-reducing inventions made in the industry itself, the privately appropri-
ated part of product innovations within the industry, and the social product of
inventions in the input-producing industries which have not already been re-
flected in the price of purchased inputs.

A word also should be said here about simple cross sectional comparisons.
The revenues of a firm reflect its current and past research and development
activities. These private returns, however, can exceed the social ones if they
occur at the expense of another firm. If, for example, the research and
development of a particular firm doubled its revenue by taking it away from a
preexisting rival, then, this is not a social return, It is just a transfer. It is more
likely, however, that social returns exceed private ones, since only a fraction
of them is appropriated by the original inventors.

To summarize, much of reported research and development is expended
in areas where its direct contribution cannot be measured. In an earlier paper
(Griliches, 1973}, I estimated these areas to account for about half of all reported
research and development. An additional large component of research and
development is aimed at final consumer product rather than process innovations
and is reflected in productivity measures only to the extent that producers
succeed in appropriating its fruits. Since much of the product of research
and development is entirely unmeasured and much of the rest is mismeasured,
it is not surprising that it has been rather difficult to find its traces in the data.

4. The measurement of research and development capital

M In Section 2 we talked about knowledge capital (K). Empirically it is too
broad a concept; it aspires to and contains too much. We can, however, focus
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an the contribution of identified investments in advancing the state of knowledge
in a particular {or related) area{s). The contribution of ‘*science’ in general to
a particular industry is probably not measurable, since there is no way of
knowing how much “‘science’ is actually used in one industry versus another.
Focusing on the contribution of industrial R&D, we can rewrite the
definition of X as:
K, = alW(B)R]"%"*?,

where W(B)R is some lag function of past R&D investments, ur is the trend
component of all other influences on the state of knowledge, and v is the random
transitory component of it. Substituting this into our production function
formula, one can absorb 7 into the v parameter of the production function, the
trend component u¢ into the general efficiency trend term A, and the v term into
the overall disturbance term . This leaves us with W(B}R, a measure of R&D
‘‘capital,” as the topic to be discussed in this section.
There are three major issues in the measurement of such **capital’’:

(1) The fact that the research and development process takes time and that
current research and development may not have an effect on measured
productivity until several years have elapsed forces one to make assump-
tions about the relevant lag structure W({B).

(2) Past research and development investments depreciate and become ob-
solete. Thus the growth in the net “*stock™ of research and development
capital is not equal to the gross level of current or recent resources invested
in expanding it.

(3) The level of knowledge in any one sector or industry not only is derived
from "““‘own’’ research and development investments but also is affected by
the knowledge borrowed or stolen from other sectors or industries. Thus,
the productivity of industry i will depend also on the research and de-
velopment investments of industries j and /s, among others.

Before we proceed to discuss these issues in turn, two other remarks are
in order. First, we are obviously aware that there are very different levels and
types of knowledge and that research and development results are embodied
in people, blueprints, patents, books, and oral tradition. To try to aggregate
such diverse items into one notion (index) of research and development ‘‘capital”’
is quite presumptuous. The “*sin’’ of aggregation, however, is not so different
here from that committed when constructing measures of national output where
bushels of wheat, haircuts, and striptease hours are aggregated into one GNP
figure, or “*physical’’ capital which aggregates buildings, planes, computers,
and shovels. The difference is, and this is the import of the second remark,
that in most of the conventional cases the components to be aggregated have
an observable market counterpart to which a value can be attached. A piece
of equipment is sold and can be resold at a market price. The results of research
and development investments are by and large not directly observable. Research
and development capital is fundamentally an *‘input’” rather than an ‘‘output™
measure. In this, however, it is not so different from, say, the plant construc-
tion component of physical capital measures, which are also largely based on
cost cumulations rather than on a market valuation of the final results.” Never-

? Note that nothing tangible carrespands to this notion of R&D ““capital.”” It is just ap alterna-
tive to expensing R&D as a current input. Ideally it would equal the value of the firm's **kpow how™'
and should be related to the excess of market value over appropriately depreciated and deflated
book value. See Ben-Zjon (1977) for an attempt at measurement in this vein.
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theless, the lack of direct measures of research and development output
introduces an inescapable layer of inexactitude and randomness into our
formulation.*

There are several lags involved in the research and development-
productivity nexus. First, a particular research and development project may
take more than a year to complete. Secand, when complete and if successful,
it may still take some time before a decision is made to use it or produce
it. Once an innovation decision is made, it may show up in the firm’s revenue
stream only with another lag. If a process innovation, it may be introduced
gradually, affecting only parts of the firm’s cost structure in the beginning. If a
product innovation, it may take time for consumers to find out about it and to
accept it. At the aggregate firm level there are many such projects that have
started at different dates and are in different stages of fruition. More generally,
the convolution and aggregation of many such lag structures should lead to a
rather flat but somewhat bell-shaped lag structure connecting total firm research
and development to its subsequent productivity (Griliches, 1967).

There is also the issue of depreciation or obsolescence of this capital.
If one distinguishes between the firm-specific knowledge capital and the general
state of knowledge in the industry as a whole, then at least as far as the first
is concerned, it is quite clear that its earning capacity erodes over time, both
because better products and processes become available and because its own
knowledge begins to lose its specificity (it leaks to other firms in the industry).
Thus, from the private point of view there is depreciation of this capital,
probably at a rather high rate (see Pakes and Schankerman (1977) for some
scattered evidence on this point). This fact, together with the rather short-term
nature of much commercial research and development (see the discussion by
Mansfield and others in Williams (1973, pp. 87-90)), would imply a research
and development lag structure that peaks somewhere between three to five years
earlier and then declines rather rapidly, with little of the original research and
development product remaining ‘‘private’ past ten years or so.

The question of depreciation is much more complicated for social research
and development capital measures at the industry or national level. The fact that
private knowledge loses its privacy and hence its value is a private loss, not a
social one. Nevertheless, there is likely also to be some depreciation in social
knowledge. Some of the new products may make the knowledge about older
products and processes redundant. Alternatively, much of what is measured as
investment in research and development is not “*net' investment from a social
point of view, since it replaces already existing knowledge. If 50 percent more
investment is needed to produce an alternative product that is 10 percent
superior to the older version, it may be pursued from the private point of view,
since withr about half the investment one can appropriate most of the rent
collected by the inventors of the earlier version. But from the social point of
view, if research and development capital were measured by *‘output,’ it would
only go up by 10 percent rather than 30. We can say then, equivalently, that
either only a fraction of current research and development flow is to be thought
of as a net addition to the social stock of knowledge capital or that some fraction
of the preexisting stock of this capital is replaced (depreciated) annually. The
real problem here is our lack of information about the possible rates of such

® I shall ignore here the possibility of using patents or publication counts as indices of research
and development output. They are anly available for a limited range of sectors and industries.
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depreciation. The only thing one might be willing to say is that one would expect
such social rates of depreciation to be lower than the private ones.

The problem is even more difficult as far as the measurement of public
R&D *“capital’ (such as is generated by NASA, the Department of Agriculture,
universities, and other similar organizations) is concerned. Components of this
type of R&I} capital that contribute to productivity growth in the industrial
sector are likely to be subject to both lengthier lags and lower depreciation rates.
It is hard to see, however, where one could get relevant evidence on this topic.?

The last major issue is that of “*spillovers,’’ the effect of ‘*outside’” knowl-
edge capital —outside the firm or industry in question —on the within-industry
productivity. The level of productivity achieved by one firm or industry depends
not only on its own research efforts but also on the level of the pool of general
knowledge accessible toit. Looking at a cross section of firms within a particular
industry, one will not be able to distinguish such effects. If the pools of
knowledge differ for different industries or areas, some of it could be deduced
from interindustry comparisons over time and space. Mareover, the productiv-
ity of own research may be affected by the size of the pool or pools it can
draw upon. This would lead to the formulation of models allowing for an inter-
action between the size of individual and aggregate research and development
effort.19

A simple model of such within-industry spillover effects is given by

Y. = BXITTRYKG,

where Y, is the output of the ith firm which depends on its index of conventional
inputs X,, its specific knowledge capital K;, and on the state of aggregate
knowledge in this industey K ,. Note that I have assumed constant returns in
the firm’s own inputs, X; and K,. This simplifies the example greatly. Now let
us assume that: (1} the aggregate level of knowledge capital K, = >, K, is
simply the sum of all specific firm research and development capital levels; and
(2) own resources are allocated optimally and all firms in the industry face the
same relative factor prices. Then we know that the individual K, to X; ratios will
be given by '

where P, and P, are the prices of X and K, respectively, and r, the K/X ratio
does not depend on i. We can aggregate our individual production functions:

Y Vi=3Y BX(KJX YK=Y BYX'Ky = BrrKy 3 X.
i i i i
Now since the K,/X; ratios are equal to r, so also is Y K/Y X, which we
cap sibstitute back into this equation, yielding:
Y Yi=B( Ky XKy ¥ X = B(Y X)'7KET,

where, by assumption, Y ; K, = K,. Thus, we get an aggregate production
function with the coefficient of aggregate knowledge capital being higher

? Some work has been done on the contribution of publicly supported research in agriculture
to productivity. See Griliches (1973) for a review of this literature.

1% See Evenson and Kislev (1975, Chapter 4} for an example of suech a “*borrowing™’ function
involving scientific publications.
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(y + w)than at the micro level (v only), since at the aggregate level it reflects not
only the private but also the social returns to research and development.** The
above formula provides a framework for reconciling micro and macro results
in this area,!'?

Of course, this formula is rather simplistic and is based on a whole string
of untenable assumptions, the major ones being: the assumption of constant
returns to scale with respect to X; and X; and the assumption of common factor
prices for all firms within an industry. These assumptions could be relaxed.
This would add a number of “mix” terms to the equation, indicating how
aggregate productivity would shift if the share of, say, the larger firms, were to
increase (as in the case of economies of scale). If the mix of firms stays stable,
such refinements do not add much. In any case, the above formula was presented
to suggest the nature of a class of results that one could get from such
assumptions, rather than to set out a final model of such phenomena.

The preblem is much more complicated when we realize that we do not deal
with one closed industry, but with a whole array of firms and industries which
“borrow’’ different amounts of knowledge from different sources according to
their economic and technological distance from them. The concept of such a
‘‘distance’ is very hard to define empirically. If we return to our previous
example and now interpret the index i as referring to industries rather than
firms, it makes little sense to define K, as ¥ ; X,. Rather

K, =X wyK;
F

is the amount of aggregate knowledge borrowed by the ith industry from all
available sources. K; measures the levels available in these sources, while w;,
the **weighting’’ function, can be interpreted as the effective fraction of know]-
edge in j borrowed by industry {. Presumably w;; becomes smaller as the
“distance,”’ in some sense, between { and j increases. Thus we need an addi-
tional distributed (lag) over space function to construct a measure of the stock
of borrowed knowledge.

On what should such a weighting function be based? There have been
earlier suggestions based on ‘*vertical borrowing’” concepts: Brown and Conrad
(1967} used the input-output table to measure the ‘‘closeness’ of industries
proportional to their purchases from each other, while Terleckyj (1974) used
the capital and intermediate inputs purchases matrix weights, assuming that
“borrowed’’ research and development is embodied in purchased inputs.
Raines {1968) used the *‘horizontal’’ product field classification of NSF to
include inputs to an industry’s research and development and also the research
and development expenditures of other industries which were reported as
belonging to its product field. '

Actually, there are two distinct notions of research and development
“spillovers’’ here which are often confused in the literature. The first one,
research and development intensive inputs purchased from other industries at

' The effect of aggregated private ““knowledge ' is X7, The total spillover effect of this knowl-
edge is K*. Since we have assumed that all private knowledge spills over to some extent and have
measured it as K, = ¥ K, the total effect of all private knowledpe at the apgregate level is given
by v + u, rather than just by y.

12 The first time I saw this type of formulation was in an unpublished note by Grunfeld and
Levhari (1962).
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less than their full “*quality’’ price, is related to issues in the measurement of
capital equipment and materials and their prices and is not really a case of pure
knowledge spillover. If capital equipment purchase price indices reflected fully
the improvements in their quality, i.e., were based on hedonic calculations
{Griliches, 1971), there would be no need to deal with this problem. As currently
measured, however, total factor productivity in industry / is affected not only
by its own research and development but also by productivity improvements
in industry ; to the extent of its purchases from that industry and to the extent
that the improvements in j have not been appropriated by its producers and/or
have not been incorporated in the official price indices of that (i) industry by
the relevant statistical agencies. The use of purchase flow weighted research
and development measures assumes that social returns in industry j are
proportional to its research and development investment levels and that the
amount of such returns transferred to industry i is proportional to its purchases
{or stocks) from industry j.

A good example of such productivity transfers would be the computer
industry. It has had a tremendous real productivity growth, most of it un-
measured in its official indices, and most of it unappropriated within the
industry itself (because of rather intensive competitive pressures). Different
industries have benefited differentially from it, depending on their rate of
computer purchases. One way of accounting for it would be to adjust upward
the relevant capital equipment figures by their computer content. The alterna-
tive is to ‘‘import’’ the computer industry’s research and development in
proportion to the purchases from it.

But these are not real knowledge spillovers. They are just consequences
of conventional measurement problems. True spillovers are the ideas borrowed
by the research teams of industry / from the research results of industry j. It is
not clear that this kind of borrowing is particularly related to input purchase
flows. The photographic equipment industry and the scientific instruments
industry may not buy much from each other but may be, in a sense, working
on similar things and hence benefiting much from each other’s research. One
could argue that this is what the SIC classification is for. Presumably, the
usefulness of somebody else’s research to you is highest if he is in the same
four-digit SIC classification as you are; it is still high if he is in the same three-
digit industry group as you are; and, while lower than before, the results of the
research by a firm in your own two-digit classification (but not three-digit) is
likely to be more valuable to you than the average results of research outside of
it.’* The problem arises when we want to extend this scale across the other
two-digit industries. Here there is no natural order of closeness (e.g., is
“‘leather’” closer to ““food’ or to ““textiles' 7).

The following alternatives appear reasonable and worth trying: (1) grouping
three-digit SIC categories into clusters based on a priori notions about the extent
of commonality in their technological and scientific base; (2) using the NSF's
applied research and development product field by industry table to induce a
distance metric, on the assumption that if an industry is doing research and
development on some other industry’s products, it is in some sense closer to it

3 The situation is further complicated by the fact that the major R&D performers are con-
glomerates, spanning several SIC four-, three-, and even two-digit classifications. The NSF's applied
R&D product field data help bere a little but not enough. Complete within-firm product line
breakdowns along the lines suggested by the FTC would be very useful in this context.
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technologically than if it does not; (3) using company industrial diversification
data from the Census of Enterprises to compute an alternative technological
closeness metric; and (4) using information on rates of cross referencing of
patents across product fields to infer the technological distance between them. 4
In each of these cases one will have to assume some simple weighting functions
(e.g., the influence declining exponentially with the particular concept of dis-
tance) or group the data into a few categories: immediate neighborhood,
related fields, and the rest. The available data will not support very refined
approaches. There just are not enough degrees of freedom or independent
variations in such productivity and research and development series to allow
us to estimate very fancy distributed lag schemes over both time and all
other industries.

The alternative to the search for such a concept of technological closeness
or distance is to use the research investments of different industries as separate
variables. But that is not really feasible. At best we would have about 20 years
of data for each of about 20 industries. We cannat include 20 separate R&D
variables in each of the industry equations; there simply will not be enough
degrees of freedom there. We therefore have to aggregate somehow and that is
what the idea of technological distance is for: to tell us how to weight the dif-
ferent research series and collapse them into one or a few variables sa that we
can estimate and assess the empirical importance of R&D spillavers. With such
estimates we would compute not only the return to particular R&D in its “‘own’’
industry but also the total returns to R&D including the spillovers beyand its
borders.

In trying to construct a research and development capital stock measure
at the firm or industry level we face, thus, two major tasks: deciding on the
appropriate lag structure and finding the right weights for ““outside’’ research and
development to represent borrowed knowledge and spillovers. Unfortunately,
we have not enough theoretical or factual knowledge to guide us in these tasks.
They will have to be solved empirically. The available data base, however,
does not inspire much confidence in our ability to do so.

Before we conclude this section, we have to mention one other garden
variety measurement problem: the lack of a research and development deflator.
There is no official research and development deflator index available currently.
NSF is using the implicit GNP deflator which is not so high-skill labor
intensive as would be appropriate for a research and development input price
index. Battelle publishes a research and development *‘cost’” index, based on
Milton (1972), but that appears to be an index of total cost (including other
inputs) per scientist. It does not hold either the composition of the research and
development labor force or the quantity of other inputs purchased constant.
In short, it is not a price index. S. Jaffe reviewed the prablem in NSF (1972)
and suggested the use of a weighted index of labor compensation and the implicit
price index in the nonfinancial corporate sector. That seems the best that one
can do at the moment from secondary sources, but there is no reason why a
better research and development input price index could not be constructed on
the basis of primary sources. The NSF surveys ask for quite a bit of detail on the
composition of research and development expenditures while the Battelle
(previously Los Alamos) research and development scientists’ compensation

** Work along lines (2) and (4) is being pursued by Schankerman (1979) and myself.



